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ABSTRACT

relatively rapidly. Hence, it is often not feasible to store the entire
stream and definitely not realistic to scan all the data in order to
answer queries about it [23]. One way of distinguishing stream
processing queries from traditional databases is that in stream processing we are only allowed a single pass on the data. Streams can
be found in e-commerce, ad-serving, anomaly detection, network
monitoring, etc. Due to space and timing restrictions, often approximate data structures and algorithms, also known as sketches, are
employed. Specifically, when 𝑁 is the maximal possible answer,
sketches return an answer that may deviate by ±𝜖𝑁 from the correct answer; this is known as a multiplicative (or relative) error.
Similarly, a solution may return an answer that may be ±𝜖 from
the correct result, known as an additive (or absolute) error. Here we
focus on multiplicative errors.
In the above example applications, one may also wish to address box queries. As shown in [28], it is possible to handle such
1 ) to obtain an
queries by maintaining a sample of size 𝑂 ( 𝜖12 𝑙𝑜𝑔 𝜖𝛿
𝜖-approximation with probability at least 1 − 𝛿 for the counting
problem. In this work, we provide a deterministic solution for the
counting problem. We also propose algorithms that are applicable to a broader range of functions, such as count-distinct, which
cannot be solved effectively through sampling.
Non-sampling based solutions were proposed in [11] and [25].
Alas, as elaborated below, both solutions are memory wasteful
and computationally inefficient. Further, they address only the
multidimensional box counting problem.
Our work improves the space bounds of previous work, reduces
their update and query time, and extends their capabilities by exploring generic functions box queries on multi-dimensional data.

Answering statistical queries about streams of online arriving data
is becoming increasingly important. Often, such data includes
multiple-attributes, so data elements can be viewed as points in a
multi-dimensional universe. This paper extends existing works on
streaming algorithms by studying the ability to perform box queries
on online multi-dimensional data streams. We develop three algorithms C-DARQ, DARQ and MARQ that support such capabilities
for a large number of statistical functions including (but not limited
to) counting, frequency estimation, heavy-hitters etc. The protocols
are analyzed and evaluated over synthetic and datasets from Kaggle
in multiple dimensions (up to 8). Our algorithms asymptotically
improve the space bounds as well as update and query performance
of existing works. Unlike known approaches, our algorithms can
also be used to solve a larger class of problems beyond counting. We
further discuss extending our work to the sliding window model
and when the dimensions’ bounds are a-priori unknown.
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INTRODUCTION

Background. Records in structured data usually include multiple attributes. Such records can be viewed as points in a multidimensional space, where each attribute value is a point in the domain of its attribute. Obvious examples include age, weight, salary,
etc. It is common to perform queries on subsets of the database
based on ranges of the attribute values, e.g., what are the most common names among people between the ages of 15−45 whose weight
is between 60 − 80 Kg, or what is their average salary. The combination of attribute value ranges in such a query can be thought of
as a box query. Further, the query for the most common names can
be viewed as an instance of a box heavy hitters query, whereas the
average salary query is a special case of box summing and counting queries. These issues have been widely explored in traditional
databases. In particular, the work of [17] has explored how to identify box heavy hitters in databases. Recently, asking questions in
real-time about incoming streams of data has become important.
Streams typically involve extremely high-volume of data arriving

Contributions: We study the problem of serving multi-dimensional
box queries in data streams when there is a known bound on the
maximal range of each dimension. We then discuss how to extend
our work to cope with a-priori unknown attributes ranges.
We start by formally defining the notion of box queries on multi
dimensional data. Next, we present efficient algorithms for providing 𝜖-approximate solutions to these problems. Specifically, we
start with a simplified discrete version of the problem, in which the
range for each box dimension included in a query must align with
any of specific pre-defined 1/𝜖 points in that dimension.
Our first algorithm, nicknamed C-DARQ, approximates the number of elements in a given box B. C-DARQ divides each dimension
into 1/𝜖 equal segments. Also, C-DARQ defines core groups, capturing hot areas, where most points are clustered around these
hot areas; everything else is the cold area. C-DARQ refers to the
data in the cold area as one unit and summarizes it in a sketch
called Cold-Sketch. For the data in the hot areas, C-DARQ maintains
range trees [7] optimized with fractional cascading [7] for every
clustered area to accelerate the operation performance in these
areas. C-DARQ refers to every node, which represents a range, in
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multi-dimensionally model of the data in a warehouse, enabling
multi-dimensional range queries and complex queries that can
access millions of records and perform a lot of scans, joins, and
aggregates. However, in this model, query performance is more
important than update performance. Hence, data warehousing is
less applicable to online streaming in which high update time is
not acceptable due to the fast real-time rate of item arrival.

each range-tree as a unit and summarizes the data that falls in this
range in a sketch called Tree-Sketch.
To support generic functions (heavy-hitters, frequency, countdistinct, etc.), we present our second algorithm, DARQ which is
based on C-DARQ with an additional sketch that corresponds to
the desired function, or the universal sketch UnivMon [20] if we
are interested in serving multiple functions simultaneously. For the
more general case of unrestricted queries, one may view DARQ as
answering unrestricted queries with a slack error [4]. That is, given
a query with a specific box B, the protocol returns an answer that
corresponds to a box B ′ where in each dimension the result may
refer to a range that can be up to an 𝜖 larger or smaller than the
requested one. The difference between the desired ranges and the
actual ones is returned along with the answer.
When a slack is not permitted, we develop a third protocol called
MARQ. The latter adds a sampled range tree for each domain, to
adjust the results of DARQ to the exact ranges of the box being
queried. We formally prove our algorithms’ correctness and analyze
the ratios between the memory budget given to them and their
approximation error guarantees.
We compare our algorithms to MDSketch [11] and 𝐷𝑅𝑅𝐶 [25],
the previously suggested solutions for multidimensional box queries
for the counting problem (both [11] and [25] support only the
counting problem). MDSketch adapts Count-Min Sketch [13] to
support multidimensional ranges and 𝐷𝑅𝑅𝐶 is the most relevant
algorithm among the ones proposed in [25] (the others either make
𝑑 passes over the stream or are randomized). The comparison to
𝐷𝑅𝑅𝐶 was performed only in terms of space consumption since [25]
is a purely theoretic work with no actual implementation. We use an
artificial stream as well as a Facebook (Kaggle) published dataset [1]
while varying the dimensions up to 8.
The artificial stream lets us explore the behavior of our algorithms in a controlled manner, while the Facebook data validates
the results for a generic setting. The performance study shows
that our algorithms can accommodate hundreds of thousands of
queries per second and for a given memory budget, their actual
approximation error is better than the theoretical bound. Overall,
DARQ processes items 8−25 times faster, serves queries 8−21 times
quicker in 2 − 𝑑𝑖𝑚𝑒𝑛𝑠𝑖𝑜𝑛𝑎𝑙 dataset in small ranges and consumes
80% less space than MDSketch. MARQ consumes the same amount
of space in the 2 − 𝑑𝑖𝑚𝑒𝑛𝑠𝑖𝑜𝑛𝑎𝑙 dataset but processes items 4 − 11
times faster and serves queries 7 − 10 times quicker. Our algorithms
are even more efficient in larger ranges. Besides, MARQ consumes
50% less space than 𝐷𝑅𝑅𝐶 in high dimensions (4 and above). Last,
we discuss how to extend our work to the sliding window model
and supporting dynamic attributes ranges.
Paper roadmap: We survey related work in Section 2. We state
the formal model and problem definition in Section 3. In Section 4
we present C-DARQ algorithm, DARQ is described in Section 5, and
MARQ Section 6. The performance evaluation study is detailed in
Section 7. Section 8 discusses extensions of our work as mentioned
above. Finally, we conclude with a discussion in Section 9.

2

Approximate summary of multi-dimensional data streams.
Cormode et. al [12] proposed tracking wavelet representations of
multi-dimensional data streams based on a stream synopsis called
the Group-Count Sketch (GCS). Yet, their algorithms do not support multi-dimensional range queries. Thaper et al. [26] propose
algorithms to extract a histogram for a multi-attribute data stream.
Still, their work does not handle range queries over the stream.
Multi-dimensional approximate range queries. Kveton et
al. [17] studied testing relationships among attributes in high dimensional data streams where each item consists of 𝑑 attributes.
They also consider the problem of finding heavy hitters in subsets
of attributes. Their work requires that the stream is presented to
the algorithm before it receives any queries. Thus, their work is
unsuitable for online stream processing where items arrive during
the algorithm’s run and only a single pass on the data is allowed.
Suri et al. [25] proposed two families of theoretical approximation algorithms to range counting queries for 𝑑 − 𝑑𝑖𝑚𝑒𝑛𝑠𝑖𝑜𝑛𝑎𝑙 data
streams. The first family includes two deterministic sketching algorithms that solve the problem of axis-aligned box ranges. The first
algorithm consumes 𝑂 (𝜖 −𝑑 𝑙𝑜𝑔(𝜖𝑛)) space where 𝑛 is the stream
size, while the second one allows making 𝑑 passes over the data
and consumes 𝑂 (𝜖 −1𝑙𝑜𝑔(𝜖𝑛)𝑙𝑜𝑔𝑑 (𝜖 −1𝑙𝑜𝑔(𝜖𝑛))).
The second family consists of randomized algorithms. The first
algorithm in this family solves the problem with probability 1−𝑜 (1)
−2𝑑
2
while consuming 𝑂 (𝜖 𝑑+1 𝑙𝑜𝑔𝑑 (𝜖 𝑑+1 𝑛 )) space. The second algorithm
answers halfspace range counting with an absolute error of 𝜖𝑛
−2𝑑
by maintaining a sample of size 𝑂 (𝜖 𝑑+1 𝑙𝑜𝑔𝑑+1 𝜖1 ). In case of axisaligned box ranges, the algorithm consumes 𝑂 (𝜖 −1𝑙𝑜𝑔𝑑+1 𝜖1 ) space.
In addition, there are 𝑂 ( 𝜖1 𝑙𝑜𝑔( 𝜖1 𝑙𝑜𝑔(𝜖𝑛))) merging steps in these algorithms which require a working space and time. We are unaware
of any implementations for the algorithms proposed in [25].
Multidimensional sketches. Count-Min Sketch [13] can be
adapted to support multidimensional ranges using a dyadic decomposition in multiple dimensions [11]. Solving a 1-dimension range
query is shown in [13]. It is based on the fact that any range query
can be reduced to at most 2 log 𝑀 dyadic range queries where each
point is in the range [1 . . . 𝑀]. These dyadic ranges are unique and
non-overlapping. By maintaining log 𝑀 Count-Min Sketches, one
for each of the dyadic range lengths 20, 21, . . . , 2log 𝑀 , we can use at
most 2 log 𝑀 point queries over these sketches to answer a range
query. The dyadic ranges can be modeled by a binary tree of log 𝑀
levels. Similarly, we can decompose any dimensional range over
{1, · · · , 𝑀 }𝑑 into 𝑂 (log𝑑 𝑀) dyadic hyper-rectangles, each with
its own Count-Min Sketch. In order to get an overall accuracy of
𝜖𝑁 in the range query, each sketch needs to be configured with
log 𝑀
parameter 𝑤 proportional to 𝜖 . Updates are done by updating
each Count-Min Sketch of each level. To answer a multidimensional

RELATED WORK

Multi-dimensional queries in data warehousing. Data warehousing is an essential element of decision support. [9] gives a
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Symbol

S
𝑁
U
B
𝜖
𝑙𝑖𝑚𝑖𝑡𝑖
𝑑

Meaning
the data stream
number of elements in the stream
the universe of elements
k-dimensional box
estimation accuracy parameter
bound of dimension 𝑖
dimensions number

Table 1: List of Symbols
(a) Discrete Box Query

(b) Mainstream Box Query

Figure 1: Examples of two query types: (a) a Discrete Box
Query and (b) a Mainstream Box Query
interval query, the interval is represented as at most 𝑂 (log𝑑 𝑀)
dyadic hyper-rectangles and the results of at most 𝑂 (log𝑑 𝑀) point
queries over these sketches are assembled.
Exact range queries. Range searching and counting are fundamental problems in computational geometry. [7] introduced a
well know range-tree data structure for range queries. Chazelle [10]
proposed a compressed version of the range tree. It consumes 𝑂 (𝑛)
size in one-dimension and can answer axis-parallel rectangle range
counting queries in the plane in 𝑂 (log 𝑛) time. Another well-know
data structure is 𝑘𝑑-tree [21]. Its space complexity is 𝑂 (𝑛) and is can
1
answer range queries in 𝑂 (𝑛 1− 𝑑 ) time for 𝑑-dimensional points.
Alas, these solutions are not applicable for the streaming model
as the entire input is stored and the data structure construction
requires multiple passes over the data.

3

Figure 2: Example of 2-dimension space, the limit of the xaxis is 120 and the y-axis limit is 140.
Our framework targets approximations to such queries in sublinear space. Specifically, given an accuracy parameter 𝜖, we seek
algorithms that support the following operations:
• Update(𝑥) — add 𝑥 to the data structure.
• Query(B) — return an estimation of 𝑓 B denoted by 𝑓c
B.
Table 1 summarizes the main notations used in this work.
There are two types of box queries based on a given box B, as
exemplified in Figure 1:
Discrete Box Queries: Each 𝑙𝑖 and 𝑟𝑖 is a multiple of 𝜖 · 𝑙𝑖𝑚𝑖𝑡𝑖
where 𝑙𝑖𝑚𝑖𝑡𝑖 is the bound of dimension 𝑖 and 𝜖 is a given
parameter.
Mainstream Box Queries: No restrictions on 𝑙𝑖 and 𝑟𝑖 .
We now formalize the required guarantees:

PRELIMINARIES

Given a universe U and d-dimensional universe elements, 𝑥𝑖 =
(𝑥𝑖,1, 𝑥𝑖,2, . . . , 𝑥𝑖,𝑑 ) such that 𝑥𝑖,𝑗 ∈ U, a stream S = 𝑥 1, 𝑥 2, . . . 𝑥 𝑁 ∈
∗
U𝑑 is a sequence of d-dimensional universe elements. We view
each element as a point in a multi-dimensional space. This captures
databases where items have many attributes.
We denote by 𝑙𝑖𝑚𝑖𝑡𝑖 the known limit of dimension 𝑖, for 0 ≤ 𝑖 ≤ 𝑑.
A (𝑑-dimensional) box contains the space contained in 𝑑 intervals
(in each of the 𝑑 dimensions):

Definition 1. Algorithm A solves multi-dimensional box queries
if given a Query(B), A’s computed result satisfies 𝑓 B ≤ 𝑓c
B ≤ 𝑓 B + 𝑁 𝜖.

B = {{𝑙𝑖 , 𝑟𝑖 } : 0 ≤ 𝑙𝑖 ≤ 𝑟𝑖 < 𝑙𝑖𝑚𝑖𝑡𝑖 , 𝑖 ∈ [𝑑]} .

4

We are interested in queries, where the user provides some 𝑑dimensional box, and we apply some aggregation function to the
keys in that box. For example, the aggregation function can count
the number of keys, and the user will receive the number of keys
within the d-dimensional box.
We note that range queries are a special case of this problem,
with 𝑑 = 1 (one dimension). This case is solved using Count Min
(CM) sketch [13]. Specifically, the authors define range sum queries
in which they ask for the sum of all elements in a range. Generally,
we relate to multi-dimensional range queries as box queries.
We generalize this in two aspects. First, we consider high-dimensional
data. Second, our framework supports a large set of functions that
can be given at query time.
Problems definitions: We consider the following variants of
the approximate box queries:
• Box-𝑓 (B): returns 𝑓 B , the result of activating 𝑓 on the elements in S that intersect with B.
• Box Counting(B): returns the number of elements in S
within given box 𝐵 (as special case of Box-𝑓 ).

C-DARQ: DISCRETE ALGORITHM FOR
COUNTING IN RANGE BOX QUERIES

This section presents Discrete Algorithm for Counting in Range
box Queries (C-DARQ) for answering Discrete box queries in multidimensional data streams. That is, C-DARQ addresses the Box Counting problem. This algorithm is useful when the bounds for each
dimension are known1 and the queries are Discrete Box Queries.
C-DARQ breaks down space into equal segments, or blocks, and
summarizes the number of items per block. This is by maintaining
a sketch that corresponds to the counting problem, such as Multi
Stage Filters [16] and Count Min Sketch [14].
Arguably, data is often spread non-uniformly; there are “hot
areas” in which most elements reside, but these “hot areas” may
differ between workloads. For example, the majority of data points
in a dataset containing household income for Bel Air is likely to be
located much higher than for data referring to West Philly. C-DARQ
detects “hot areas” and handles them differently. We refer to such
“hot area” as the core blocks group of a dataset.
discuss how to adjust C-DARQ to the cases of unknown bounds and dynamic
bounds in Section 8.2.

1 We
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Figure 3: An overview of C-DARQ: The blocks that define our limited space is maintained in the Block-Index array. For each
given core-group, the suitable range-trees define ranges that enable an efficient search. Tree-Sketch and Cold-Sketch track the
function of interest over ranges from a range-tree and the cold area respectively. Upon item 𝑥𝑖 ’s arrival, (1) we compute the
relevant block 𝑘 (2) we figure out from Block-Index that 𝑘 is part of the first core block group (3) while searching for 𝑘 in the
first range-tree, for each node at level ℓ (4) update Tree-Sketch with (1, ℓ, 𝑛𝑜𝑑𝑒).
Range tree overview . A range tree is defined recursively [27].
The first level is a binary search tree on the first dimension of
the 𝑑 coordinates. In this tree, each vertex 𝑣 contains an associated
(𝑑 −1)-dimensional range tree on a set of the last (𝑑 −1) coordinates
of the points stored in the subtree of 𝑣. Theorem 5.2 in [27] proves
that a range tree of 𝑛 points in one dimension uses 𝑂 (𝑛) space and
performs range queries in 𝑂 (log 𝑛) time. A query on a given range
can be expressed as the disjoint union of 𝑂 (log 𝑛) canonical sets of
the first dimension. Yet, we only care about the points that lie in the
given box of the other dimensions. For example, in the 2-dimension
case, we query each of the canonical sets on the y-coordinate. This
leads to another 1-dimensional query per canonical set. We have
𝑂 (log 𝑛) · 𝑟𝑎𝑛𝑔𝑒_𝑞𝑢𝑒𝑟𝑦, so in total we get 𝑂 (log2 𝑛). Hence, in the
𝑑-dimensional case, the cost is 𝑂 (log𝑑 𝑛). We can build range trees
from dynamic point sets using amortization. Mainly, when adding
a new node, we usually make a few changes near the leaves, which
takes constant time, and infrequently we update a large section of
the tree. Fractional cascading, described in Chapter 5.6 of [27], can
be used for reducing the query time of range trees to 𝑂 (log𝑑−1 𝑛).
We apply functional cascading in C-DARQ.

C-DARQ optimizes the search within a core blocks group by
representing it in a range tree [27]. Generally, it builds a forest of
range trees, one for each core block group. Knowledge of the core
blocks, full or partial, accelerates the processing performance. Yet,
C-DARQ works correctly even without any prior knowledge of the
core blocks groups, in which case C-DARQ learns the core groups
as described bellow.
C-DARQ keeps a Block-Index array, which is a mapping between
block ID and a counter for the number of arrived elements that fall
in the respective block. For each block, we maintain in the BlockIndex array either its core group number or the nearest core block
group, depending on whether the block belongs to core groups or
not. Our algorithm allows expansion of the core blocks groups by
determining a threshold of the number of the arrived elements in
the “cold area” which is tracked by the 𝑐𝑐𝑜𝑙𝑑 counter. C-DARQ also
maintains a max-heap of blocks counter in the “cold area” denoted
by Cold-Heap. If 𝑐𝑐𝑜𝑙𝑑 reaches the threshold, we transfer the block
with the maximal counter from a “cold area” to a “hot area” by
adding it to the relevant range tree.
The threshold defines an upper bound on the maximal elements
in “cold areas” (discussed later in Theorem 3). Additionally, C-DARQ
keeps two sketches: Cold-Sketch and Tree-Sketch that are suitable
for the counting problem. In general, Cold-Sketch summarizes all
the data in the “cold areas” together, while Tree-Sketch summarizes
the data within the ranges that are defined by the range trees.
Consider for example a data stream consisting of population
information for the city of Tel-Aviv, such as age and weight. The
dimension age can be bounded by the number 120 while weight can
typically be bounded by 140 Kg. The crowded city and the cost of
living force young families to move out of the city. Moreover, due
to health awareness among the population of Tel-Aviv, the weight
dimension tends to concentrate in a smaller range. Thus, there are
two core groups, young and old, as illustrated in Figure 2.

Dynamic core groups. As mentioned, C-DARQ allows the number
of the core groups to grow as well as their sizes. This is essential
since we limit the number of elements in the cold area to ensure
an overall error of 𝜖 as proved in Theorem 3. C-DARQ tracks the
number of the elements in the cold area using a counter, denoted
by 𝑐𝑐𝑜𝑙𝑑 . Denote by 𝜃 the ratio of the number of elements in the hot
areas to the entire stream size 𝑁 , i.e., there are 𝜃 · 𝑁 elements in the
hot areas and (1 − 𝜃 ) · 𝑁 elements reside in the cold area. Each time
𝑐𝑐𝑜𝑙𝑑 reaches the value of (1 − 𝜃 ) · 𝑁 , we transfer the block with
the highest counter, 𝑏𝑙𝑜𝑐𝑘ℎ , to the hot area. There are two cases to
deal with here: If 𝑏𝑙𝑜𝑐𝑘ℎ is a continuation of an existing core group,
we figure out from Block-Index the relevant range tree and insert
𝑏𝑙𝑜𝑐𝑘ℎ to it. Otherwise, we build a new range tree from 𝑏𝑙𝑜𝑐𝑘ℎ . We
adopt the method of [27] for performing dynamic modifications to
range trees with an amortized cost of search time complexity.
In summary, our work’s correctness is independent of hot areas
declaration. Yet, providing such information improves operation
performance since it saves transferring blocks from the cold area.

Breaking into blocks . The dimension of each block in axis 𝑥 is
𝜖 · 𝑥 0 where 𝑥 0 is the axis bound; in the 2-dimension space, these
blocks are rectangles whose height is 𝜖 · 𝑦0 and their width is 𝜖 · 𝑥 0 .
This yields 𝜖 −1 nodes in each dimension; in Figure 2, 𝜖 −1 = 4. That
is, there are 𝜖 −1 nodes that have the same 𝑑 − 1 coordinates.

93

Box Queries over Multi-Dimensional Streams

DEBS ’21, June 28-July 2, 2021, Virtual Event, Italy

Sketches role. As mentioned before, we keep two sketches, TreeSketch and Cold-Sketch, that are suitable for the function of interest
on the stream. The goal of using the sketches is to track the items
within the cold area, in the case of Cold-Sketch, or within the ranges
that are defined by the range trees (the case of Tree-Sketch).
When an item of block 𝑖 arrives, if 𝑖 belongs to a core-block
group (referred from Block-Index), C-DARQ updates Tree-Sketch as
follows: for each level ℓ in the search path of 𝑖 in tree 𝑡, C-DARQ
updates Tree-Sketch with the triplet (tree number, level, node), i.e.,
(𝑡, ℓ, 𝑛𝑜𝑑𝑒). Else, it updates Cold-Sketch with the arriving element.

4.1

Algorithm 1 C-DARQ Algorithm
Initialization:
initialize 𝑑 = 𝑑𝑖𝑚𝑒𝑛𝑠𝑖𝑜𝑛𝑠
initialize 𝑟𝑎𝑛𝑔𝑒𝑇 𝑟𝑒𝑒 = array of range trees
initialize 𝑏𝑙𝑜𝑐𝑘𝐼𝑛𝑑𝑒𝑥 = array of size 𝜖 −𝑑
initialize 𝑐𝑜𝑙𝑑𝐻𝑒𝑎𝑝 = max heap of size (1 − 𝜃 ) · 𝜖 −𝑑
initialize 𝑡𝑟𝑒𝑒𝑆𝑘𝑒𝑡𝑐ℎ, 𝑐𝑜𝑙𝑑𝑆𝑘𝑒𝑡𝑐ℎ
initialize 𝑐𝑐𝑜𝑙𝑑 = 0
function Preprocessing
𝑏𝑙𝑜𝑐𝑘𝑠 ← divide the universe to blocks
Populate 𝑏𝑙𝑜𝑐𝑘𝐼𝑛𝑑𝑒𝑥 with the relevant information
Build 𝑐𝑜𝑙𝑑𝐻𝑒𝑎𝑝 with the relevant information
for each 𝑔𝑟𝑜𝑢𝑝 ∈ core-groups do

1:
2:
3:
4:
5:
6:
𝑟𝑎𝑛𝑔𝑒𝑇 𝑟𝑒𝑒 [𝑔𝑟𝑜𝑢𝑝𝑖𝑑𝑥 ] ← 𝐵𝑢𝑖𝑙𝑑𝑅𝑎𝑛𝑔𝑒𝑇 𝑟𝑒𝑒 (𝑔𝑟𝑜𝑢𝑝)
7: function ComputeBlock(𝑥𝑖 )
8:
for each 𝑑 ∈ dimensions do
9:
𝑏𝑙𝑜𝑐𝑘 [𝑑 ] = 𝑥𝑖 [𝑑 ]/(𝜖 · 𝑙𝑖𝑚𝑖𝑡𝑑 )

C-DARQ Algorithm

return block

10: function Update(𝑥𝑖 )
11:
blockx ← 𝐶𝑜𝑚𝑝𝑢𝑡𝑒𝐵𝑙𝑜𝑐𝑘 (𝑥𝑖 )
12:
if 𝑏𝑙𝑜𝑐𝑘𝐼𝑛𝑑𝑒𝑥 [𝑏𝑙𝑜𝑐𝑘𝑥 ].𝑐𝑜𝑟𝑒 = 𝑐 then
13:
Search 𝑏𝑙𝑜𝑐𝑘𝑥 in 𝑟𝑎𝑛𝑔𝑒𝑇 𝑟𝑒𝑒 [𝑐 ]
14:
for each ℓ ∈ searching path do
15:
𝑡𝑟𝑒𝑒𝑆𝑘𝑒𝑡𝑐ℎ.𝑈 𝑝𝑑𝑎𝑡𝑒 (𝑐, ℓ, 𝑛𝑜𝑑𝑒)
16:
else
17:
𝑏𝑙𝑜𝑐𝑘𝐼𝑛𝑑𝑒𝑥 [𝑏𝑙𝑜𝑐𝑘𝑥 ].𝑐𝑜𝑢𝑛𝑡𝑒𝑟 + +
18:
𝑐𝑐𝑜𝑙𝑑 + +
19:
Sift-up 𝑐𝑜𝑙𝑑𝐻𝑒𝑎𝑝 [𝑏𝑙𝑜𝑐𝑘𝑥 ]
20:
𝑐𝑜𝑙𝑑𝑆𝑘𝑒𝑡𝑐ℎ.𝑈 𝑝𝑑𝑎𝑡𝑒 (𝑏𝑙𝑜𝑐𝑘𝑥 )
21:
if 𝑐𝑐𝑜𝑙𝑑 = 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 then
22:
𝑏𝑙𝑜𝑐𝑘ℎ = 𝑐𝑜𝑙𝑑𝐻𝑒𝑎𝑝.𝐹𝑖𝑛𝑑𝑀𝑎𝑥 ()
23:
Transfer 𝑏𝑙𝑜𝑐𝑘ℎ to the hot area
24:
𝑐𝑐𝑜𝑙𝑑 ← 𝑐𝑐𝑜𝑙𝑑 − 𝑏𝑙𝑜𝑐𝑘𝐼𝑛𝑑𝑒𝑥 [𝑏𝑙𝑜𝑐𝑘ℎ ]
25:
Update 𝑐𝑜𝑙𝑑𝑆𝑘𝑒𝑡𝑐ℎ
26: function Query( B )
27:
𝑟𝑒𝑠𝑢𝑙𝑡 ← 0
28:
𝑠𝑢𝑟𝑝𝑙𝑢𝑠 ← 0
29:
𝑟𝑎𝑛𝑔𝑒𝐺𝑟𝑜𝑢𝑝 ← core ranges of B
30:
for each 𝑟 ∈ 𝑟𝑎𝑛𝑔𝑒𝐺𝑟𝑜𝑢𝑝 do
31:
𝑟𝑒𝑠𝑢𝑙𝑡 += 𝑡𝑟𝑒𝑒𝑆𝑘𝑒𝑡𝑐ℎ.𝑄𝑢𝑒𝑟 𝑦 (𝑟𝑡𝑟𝑒𝑒 , 𝑟𝑙𝑒𝑣𝑒𝑙 , 𝑟𝑛𝑜𝑑𝑒 )
32:
if B contains a cold area then
33:
𝑠𝑢𝑟𝑝𝑙𝑢𝑠 ← 𝑐𝑜𝑙𝑑𝑆𝑘𝑒𝑡𝑐ℎ.𝑄𝑢𝑒𝑟 𝑦 ()

C-DARQ is illustrated in Figure 3 with pseudo-code in Algorithm 1.
Upon item 𝑥𝑖 ’s arrival, 𝑥𝑖 = (𝑥𝑖,1, 𝑥𝑖,2, . . . , 𝑥𝑖,𝑑 ), we compute the
relevant block denoted by blockx . Given blockx , we figure out from
Block-Index whether blockx is part of a core group. If so, BlockIndex provides also the number of the relevant range tree 𝑡𝑥 . While
searching for blockx in 𝑡𝑥 , for each 𝑛𝑜𝑑𝑒 at level ℓ we update TreeSketch with (𝑡𝑥 , ℓ, 𝑛𝑜𝑑𝑒). Otherwise, we increment the counter of
blockx in Block-Index as well as the counter of the cold area, 𝑐𝑐𝑜𝑙𝑑 .
Whenever 𝑐𝑐𝑜𝑙𝑑 reaches the defined threshold, (1 −𝜃 ) · 𝑁 , we figure
out from Cold-Heap the cold area block with the highest counter,
𝑏𝑙𝑜𝑐𝑘ℎ . We then transfer 𝑏𝑙𝑜𝑐𝑘ℎ from the cold area to the hot area,
decrement from 𝑐𝑐𝑜𝑙𝑑 the counter of blockh , as retrieved from BlockIndex, and delete the number of elements in blockh from Cold-Sketch.
4.1.1 Block transfer from the cold area to the hot area. As mentioned, we pick the block with the highest counter, denoted by
𝑏𝑙𝑜𝑐𝑘ℎ , and transfer it to the hot area once 𝑐𝑐𝑜𝑙𝑑 reaches a defined
threshold. The way to realize this depends on the geometric location
of 𝑏𝑙𝑜𝑐𝑘ℎ . If 𝑏𝑙𝑜𝑐𝑘ℎ is a neighbor of an existing core block group,
we insert 𝑏𝑙𝑜𝑐𝑘𝑥 to the proper range tree. Otherwise, we create a
new core block group for 𝑏𝑙𝑜𝑐𝑘ℎ with a range tree. Last, we subtract
from 𝑐𝑐𝑜𝑙𝑑 the counter of 𝑏𝑙𝑜𝑐𝑘ℎ as retrieved from Block-Index.
We compute any Discrete box queries by greedily using the core
groups and a surplus that consists of the cold area. For ranges
over a box that is part of a core group, we query the Tree-Sketch
with the relevant triplet (tree number, level, node) that is defined by
the suitable range tree (Line 31). Next, we query Cold-Sketch (Line
33) and merge the results. If we are interested in examining the
behavior of the system in finer granularities, we can decrease the
value of 𝜖, which affects the space and performance complexity, as
explained later in the analysis.

4.2

return 𝑟𝑒𝑠𝑢𝑙𝑡 + 𝑠𝑢𝑟𝑝𝑙𝑢𝑠

Proof. Block-Index maintains a cell per block which takes 𝑂 (𝜖 −𝑑 ).
Cold-Heap holds blocks counters of the cold area, which means it
consumes 𝑂 ((1 − 𝜃 ) · 𝜖 −𝑑 ) space.
By Theorem 5.2 in [27], each tree of every dimension uses 𝑂 (𝑛𝑖 )
space where 𝑛𝑖 is the number of points in every dimension of core
group 𝑖. As described before, each node stores a pointer to a balanced
tree of the following dimension. Given 𝑑 dimensions, we have in
Í
total 𝑂 ( 𝑛𝑖 ) which is 𝜃 · 𝜖 −𝑑 , as core groups do not intersect.
To guarantee 𝜖 error in total as described in Theorem 3, we
configure Tree-Sketch with 𝜖1 = log(𝜃𝜖·𝜖 −1 ) and Cold-Sketch with 𝜖2 =
𝜖
𝜖. Together, C-DARQ consumes 𝑂 (𝜖 −𝑑 + A ( log(𝜃𝜖
□
−1 ) ) + A (𝜖)).

Theorem 2. C-DARQ serves updates in 𝑂 (log𝑑−1 (𝜃 · 𝜖 −1 ) · P)
time amortized and queries in 𝑂 ((log𝑑−1 (𝜃 · 𝜖 −1 ) + 1) · Q) time
amortized, where 𝑑 is the number of the dimensions and 𝜃 is the ratio
of the core blocks to overall blocks.

Analysis

For analyzing C-DARQ, let A (𝜖) be the space consumption of
an 𝜖 · 𝑁 accurate sketch, P be the time for performing a sketch
update, Q is the sketch’s query time. Recall that range trees from
dynamic set of 𝑛 points with fractional cascading perform queries
and searches in 𝑂 (log𝑑−1 𝑛) time amortized. Denote by 𝜃 the ratio
of the core blocks to overall blocks. In other words, there is 𝜃 · 𝜖 −𝑑
core blocks and (1 − 𝜃 ) · 𝜖 −𝑑 individual blocks.

Proof. An update operation in C-DARQ searches for the relevant block (𝑏𝑙𝑜𝑐𝑘𝑥 ) in Block-Index to figure out if the block is a
part of a core block group, which costs 𝑂 (1). If this is the case,
C-DARQ searches for 𝑏𝑙𝑜𝑐𝑘𝑥 in the suitable range tree and updates
Tree-Sketch along the search path.
We multiply the length of the search path with the complexity
of updating Tree-Sketch, which is P. Together, it takes 𝑂 (log𝑑−1 (𝜃 ·
𝜖 −1 ) · P). Otherwise, if 𝑏𝑙𝑜𝑐𝑘𝑥 is not part of a core group, we increment both the counters of 𝑏𝑙𝑜𝑐𝑘𝑥 in Block-Index and 𝑐𝑐𝑜𝑙𝑑 (𝑂 (1)),
as well as increment the key of the relevant node in Cold-Heap.

Theorem 1. Using range trees, the C-DARQ algorithm requires
𝜖
𝑂 (𝜖 −𝑑 + A ( log(𝜃𝜖
−1 ) ) + A (𝜖)) space where 𝑑 is the number of the
dimensions and 𝜃 is the ratio of the core blocks to overall blocks.
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Algorithm 2 DARQ Algorithm

Since we increment the counter by one on every arrival, updating
Cold-Heap can be done in 𝑂 (1) [5]. Then we add it to Cold-Sketch,
which takes P. If 𝑐𝑐𝑜𝑙𝑑 reaches the defined threshold, we transfer
the block with the highest counter, 𝑏𝑙𝑜𝑐𝑘ℎ , from the cold area to a
core block group. Below we analyze the transformation complexity:
We retrieve 𝑏𝑙𝑜𝑐𝑘ℎ from Cold-Heap in 𝑂 (1). As mentioned before,
there are two cases to deal with: if 𝑏𝑙𝑜𝑐𝑘ℎ is a continuation of an existing core group then we insert it to the relevant range tree, which
costs another 𝑂 (log𝑑−1 (𝜃 · 𝜖 −1 )), then deal with it as it is a part of
a core group. Otherwise, we build a new range tree from 𝑏𝑙𝑜𝑐𝑘ℎ ,
which takes 𝑂 (1). Last, we decrement from 𝑐𝑐𝑜𝑙𝑑 the counter of
𝑏𝑙𝑜𝑐𝑘ℎ and delete it from Cold-Sketch (costs P). Overall, C-DARQ
performs updates in 𝑂 (log𝑑−1 (𝜃 · 𝜖 −1 ) · P) time.
According to Algorithm 1, C-DARQ breaks the queried box B
to ore groups (𝑟𝑎𝑛𝑔𝑒𝐺𝑟𝑜𝑢𝑝 Line 29) and a surplus (Line 33). Then
it invokes a range tree query to obtain the canonical nodes in each
tree; canonical nodes are nodes (along with their subtrees) that
are relevant to the given box. This takes 𝑂 (log𝑑−1 𝑛𝑖 ) time and
the number of canonical nodes is 𝑂 (log𝑑−1 𝑛𝑖 ) where 𝑛𝑖 is the
number of nodes in range tree 𝑖. For each canonical node, the
algorithm performs a sketch query in Tree-Sketch. Overall, we have
𝑂 (log𝑑−1 (𝜃 ·𝜖 −1 ) ·Q) time. To compute the surplus, we perform one
query in Cold-Sketch. Thus, query time complexity case is bounded
by 𝑂 ((log𝑑−1 (𝜃 · 𝜖 −1 ) + 1) · Q).
□

1:
2:
3:
4:
5:

𝑏𝑙𝑜𝑐𝑘 [𝑑 ] = 𝑥𝑖 [𝑑 ]/(𝜖 · 𝑙𝑖𝑚𝑖𝑡𝑑 )

return block

6: function Update(𝑥𝑖 )
7:
blockx ← 𝐶𝑜𝑚𝑝𝑢𝑡𝑒𝐵𝑙𝑜𝑐𝑘 (𝑥𝑖 )
8:
C-DARQ.Update(𝑥𝑖 )
9:
Update 𝑐𝑜𝑙𝑑𝑆𝑘𝑒𝑡𝑐ℎ with 𝑏𝑙𝑜𝑐𝑘𝑥𝑖 , 𝑥𝑖
10:
if C-DARQ.𝑐𝑐𝑜𝑙𝑑 = C-DARQ.𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 then
11:
𝑏𝑙𝑜𝑐𝑘ℎ = C-DARQ.𝑐𝑜𝑙𝑑𝐻𝑒𝑎𝑝.𝐹𝑖𝑛𝑑𝑀𝑎𝑥 ()
12:
subtract 𝑏𝑙𝑜𝑐𝑘𝑆𝑘𝑒𝑡𝑐ℎ.𝑞𝑢𝑒𝑟 𝑦 (𝑏𝑙𝑜𝑐𝑘ℎ ) from C-DARQ.coldSketch
13: function Query( B ) return C-DARQ.𝑄𝑢𝑒𝑟 𝑦 ( B)

DARQ uses similar data structures as C-DARQ plus an additional
sketch, called Block-Sketch. The intuition behind maintaining BlockSketch is to fetch the approximation of function 𝑓 on a block’s
resolution. That is, we can query Block-Sketch to examine a single
block’s effect on the query. This is essential in order to transfer a
block 𝑏 from the cold area to the hot area. In order to support the
general function 𝑓 , we need to get the contribution of 𝑏 in order to
remove it from the sketch of the cold area, Cold-Sketch, since it is
not relevant to the cold area after the transmission.
The operations of DARQ are the same as C-DARQ with the
attention of updating Block-Sketch, which is the addition to the
data structure relatively to DARQ. When an item 𝑥𝑖 arrives, DARQ
updates Block-Sketch with the pair (𝑏𝑙𝑜𝑐𝑘𝑥𝑖 , 𝑥𝑖 ) when 𝑏𝑙𝑜𝑐𝑘𝑥𝑖 is
the block number of 𝑥𝑖 . For the rest of the data structures, DARQ
updates them in the same manner as C-DARQ.

Theorem 3. Algorithm 1 solves multi-dimensional box queries.
Proof Sketch. We must prove that when a Query(B) is invoked,
for any box B, C-DARQ produces an estimation 𝑓c
B that satisfies:
c
𝑓 B ≤ 𝑓 B ≤ 𝑓 B + 𝑁 𝜖. The algorithm breaks B to 𝑟𝑎𝑛𝑔𝑒𝐺𝑟𝑜𝑢𝑝
(Line 29) and a surplus (Line 33). Then uses instances of a rangetree to get the relevant nodes that lie in the box B. That is, we
assume that the range trees return the exact relevant nodes of B
without error. To compute the function over the 𝑠𝑢𝑟𝑝𝑙𝑢𝑠, we query
Cold-Sketch once. This produces a sketch error.
Tree-Sketch error: After obtaining the relevant nodes to box
B from the range-trees, we query Tree-Sketch for each node. The
result is correct up to an 𝜖1 · 𝜃 𝑁 factor because we have to query
Tree-Sketch, which is configured with 𝜖1 = log(𝜃𝜖·𝜖 −1 ) error, log(𝜃 ·

Dealing with block transmission from the cold area to the hot area.
As described before, when 𝑐𝑐𝑜𝑙𝑑 reaches the defined threshold, we
pick the block with the highest counter, 𝑏𝑙𝑜𝑐𝑘ℎ , and transfer it to
the hot area. This is handled by transferring 𝑏𝑙𝑜𝑐𝑘ℎ to a range tree
(existing or new) and updating Cold-Sketch. To update Cold-Sketch,
we figure out from Block-Sketch the effect of 𝑏𝑙𝑜𝑐𝑘ℎ on the cold
area, denote this by deficitℎ . Next, we subtract it from Cold-Sketch
and update 𝑐𝑐𝑜𝑙𝑑 accordingly. An example of this transfer is given
in Figure 4 while Algorithm 2 presents the pseudo-code.

5.1

𝜖 −1 ) times. Since the number of the elements in the range trees is
bounded by 𝜃 𝑁 , Tree-Sketch produces an 𝜖 · 𝜃 𝑁 error.
Cold-Sketch error: For surplus computation, we query ColdSketch. The result is correct up to an 𝜖 · (1 − 𝜃 )𝑁 factor because we
have to query Cold-Sketch, which is configured with 𝜖2 = 𝜖 error
and there are at most (1 − 𝜃 )𝑁 elements.
Overall, we have at most 𝜖𝑁 error, i.e., 𝑓 B ≤ 𝑓c
B ≤ 𝑓 B + 𝑁 𝜖. □

5

Initialization:
initialize 𝑑 = 𝑑𝑖𝑚𝑒𝑛𝑠𝑖𝑜𝑛𝑠
initialize 𝐶𝐷𝐴𝑅𝑄 = instance of C-DARQ algorithm.
initialize 𝑏𝑙𝑜𝑐𝑘𝑆𝑘𝑒𝑡𝑐ℎ
function Preprocessing
C-DARQ.Preprocessing()
function ComputeBlock(𝑥𝑖 )
for each 𝑑 ∈ dimensions do

DARQ: DISCRETE ALGORITHM FOR
RANGE BOX QUERIES

In this section, we present Discrete Algorithm for Range box Queries
(DARQ) for answering general Discrete box queries in multi-dimensional
data streams. While C-DARQ is limited to Box Counting problem,
DARQ is suitable for Box-𝑓 problem with any function 𝑓 on the
stream, for example, frequency or count distinct.
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Analysis

Updating Cold-Sketch upon a block transfer from the cold area to the
hot area using Block-Sketch adds an error to the approximation of
Cold-Sketch. Denote by 𝑡𝑏 the number of blocks that move from the
cold area to the hot area. As mentioned before, 𝜃 % of the blocks are
defined as core blocks. Denote by 𝜃ˆ the ratio of the initial core block
to overall blocks (in the pre-processing stage). Thus, 𝑡𝑏 = (𝜃 −𝜃ˆ)·𝜖 −𝑑 .
To align the overall error to 𝜖 · 𝑁 , configure Cold-Sketch with 𝜖2 = 𝜖2
and Block-Sketch with 𝜖3 = 2·𝑡𝜖 𝑏 while Tree-Sketch is configured in
the same way as in C-DARQ. So the result of Cold-Sketch is correct
up to ( 𝜖2 + 𝑡𝑏 · 2·𝑡𝜖 𝑏 ) · (1 − 𝜃 )𝑁 = 𝜖 · (1 − 𝜃 )𝑁 . When there are fewer
than 𝑡𝑏 block transfers, the expected error is less than 𝜖 · (1 − 𝜃 )𝑁
overall. Using the same configuration and analysis as in Theorem 3,
we obtain that DARQ solves the multi-dimensional box queries.
𝜖
From Theorem 1, the space complexity is 𝑂 (𝜖 −𝑑 +A ( log(𝜃𝜖
−1 ) ) +
𝜖
𝜖
A ( 2 ) + A ( 2·𝑡𝑏 )). The update and query complexities remain the
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Figure 4: An example of dealing with block transmission from the cold area to the hot area
same as in C-DARQ. Since an update operation performs an additional query to Block-Sketch and the query implementation does
not change, Theorem 2 holds for DARQ as well.

6

MARQ: MAINSTREAM RANGE BOX
QUERIES ALGORITHM
6.1 A Slack Based Approach
Using the concept of slack as described in [4], we can view the
problem of Mainstream box queries as Discrete box queries with
some slack in each dimension 𝑖 where its query limit, ℎ𝑖,𝑗 , is not
a multiple of 𝜖 · 𝑙𝑖𝑚𝑖𝑡 [𝑖]. With this approach, the query in each
dimension may select a 𝜏-slack range whose size is between 𝑥 · 𝜖 ·
𝑙𝑖𝑚𝑖𝑡 [𝑖] and (𝑥 +𝜏) ·𝜖 ·𝑙𝑖𝑚𝑖𝑡 [𝑖] where 𝑥 ∈ N and return a reply w.r.t.
the chosen range (as well as returning the actual range itself). Here
we can apply the methods proposed in [4] to solve Mainstream
box queries using the DARQ algorithm. Briefly, we can return the
smallest box that contains B and the difference between the two
boxes defines the actual slack, which is also returned in the reply.

6.2

Figure 5: An example of the MARQ algorithm in 2D: We view
each item as a point in the 2-dimensional space. Items with
blue colors are included in the sample. Item 𝑤 in this example is included in the sample; it resides in block=(3, 2) so it
appears in lists of 𝑐𝑜𝑙_𝑎𝑟𝑟 [3] and in 𝑟𝑜𝑤_𝑎𝑟𝑟 [2].
reservoir sampling [29]. To guarantee a bounded error of 𝜖 with
probability 𝛿, the sample size should be at least 𝑂 (𝜖 −2𝑙𝑜𝑔(𝛿 −1 )).

No Slack
6.2.1 Computing the Surplus. The surplus is obviously bounded
by block’s limits. This motivates maintaining samples (stored in
an array) in the ranges of block size in each dimension. For each
dimension 𝑑 and 0 ≤ 𝑖 ≤ 𝜖 −1 , 𝑑𝑎𝑟𝑟 contains a list of the sampled
items belonging to the 𝑖 th column in the 𝑑 th dimension. These
arrays contain in total 𝑑 · samplesize items, since every sampled
item appears exactly once in every dimension 𝑑. For example, in the
2-dimension case, we have two arrays of size 𝜖 −1 for each row and
column blocks, denoted by 𝑟𝑜𝑤𝑎𝑟𝑟 and 𝑐𝑜𝑙𝑎𝑟𝑟 as shown in Figure 5.
Let S be the sampling algorithm and 𝑠𝑠 be the sample size. When
an item 𝑥𝑖 belonging to block (𝑚, 𝑛) arrives, we first add it to the
DARQ instance. Next, if S decides to sample 𝑥𝑖 , we add 𝑥𝑖 to the
list of 𝑟𝑜𝑤𝑎𝑟𝑟 [𝑚] and 𝑐𝑜𝑙𝑎𝑟𝑟 [𝑛] and we add 2 to 𝑠𝑠. Basically, we
add item 𝑥𝑖 to at most the 𝑑𝑎𝑟𝑟 [𝑖] lists for 0 ≤ 𝑑 ≤ 𝑑𝑖𝑚𝑒𝑛𝑠𝑖𝑜𝑛𝑠.
Next, we can break the surplus to at most 2𝑑 parts, for each
dimension an upper surplus and a lower surplus. There are two
ways to calculate the surplus of a given query: The naive is to
consider all samples that lie in the part and then calculate the
surplus according to some sampling algorithm. Another way is to
build a range tree from the samples (which costs 𝑂 (𝑘𝑙𝑜𝑔𝑑−1𝑘) for

When slack is disallowed, we cannot apply DARQ as is since some
blocks may be only partially included in the query box. There are
three options for dealing with such blocks: ignore them, count them
completely, or take the respective ratio of these blocks into account.
As shown in Figure 5, for the incomplete blocks, there are cases
where the yellow parts are sparse and the other blocks (green
parts) are very densely populated. Thus, counting the incomplete
blocks would results in a very large error. In other cases, the yellow
parts may be dense while the greens are sparse, so ignoring the
incomplete blocks yields a large error. Similar scenarios can fail
any attempt to include only a relative portion of these blocks into
account. The common problem in all three options is that generally there is no a-priori knowledge about the distribution of items.
Hence, we cannot guarantee an error bound using DARQ as is.
Instead, we can divide a Mainstream box query into a Discrete
box query plus a surplus. For the Discrete box query we can apply
the DARQ algorithm. Then, we need to estimate the surplus efficiently while preserving some error bounds. To that end, we use
a sampling method according to the function 𝑓 that we wish to
compute on the stream. The standard sampling technique is Vitter’s
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𝑘 samples) that fall in that part and consider only the samples that
lie in the requested range. For 𝑘 samples, the naive way costs 𝑂 (𝑘)
while a query over the range tree costs 𝑂 (𝑙𝑜𝑔𝑑−1𝑘). We do not build
a range tree upon every query operation, but rather only when the
samples of that specific cell have changed. Hence, if the samples of
the same cell do not frequently change between two cell accesses,
then this approach is desirable compared to the naive one.
Assume 𝑀 blocks and a stream of 𝑁 elements, the average num𝑁 . Given box B, denote the number of
ber of items in one block is 𝑀
𝑁 , then the
incomplete blocks by 𝑥. If the number of items is ≤ 𝑥 · 𝑀
green part is deemed sparse.

Also, MARQ uses 𝑑 arrays to store the sample along with a range
tree of the sampled items in each cell (the first implementation of
MARQ). The size of the list of the 𝑑 arrays is 𝑑 · 𝑠𝑠 because every
sampled item is inserted to exactly 𝑑 cells. In total, we have 𝑂 (𝑑 ·𝑠𝑠).
In summary, the addition to the DARQ algorithm is 𝑂 (𝑑 · 𝑠𝑠), which
is the second part of the space complexity of MARQ.
□
Theorem 5. MARQ serves updates in 𝑂 (log𝑑−1 (𝜃 · ( 𝜖2 ) −1 ) · P)
time amortized and queries in 𝑂 ((log𝑑−1 (𝜃 · ( 𝜖2 ) −1 ) + 1) · Q + 𝑑 ·
𝑙𝑜𝑔𝑑−1 (𝑠𝑠)) time amortized best case or 𝑂 ((log𝑑−1 (𝜃 · ( 𝜖2 ) −1 ) + 1) ·
Q + 𝑑 · 𝑠𝑠 · 𝑙𝑜𝑔𝑑−1 (𝑠𝑠)) worst case, for 𝑑 dimensions where 𝜃 is the
ratio of the core blocks to overall blocks.

6.2.2 Putting it All Together. MARQ uses an instance of DARQ and
samples the data stream using a sampling algorithm S according
𝜖 , a.k.a. S( 𝜖 ).
to the given function 𝑓 configured with 𝑒𝑟𝑟𝑜𝑟 = 4𝑑
4𝑑
Thus, MARQ only provides a probabilistic guarantee.
On the arrival of 𝑥𝑖 , we add 𝑥𝑖 to DARQ ( 𝜖2 ). Then, if the sampling
𝜖 ) decides to include 𝑥 then we add it to the relevant
algorithm S( 4𝑑
𝑖
cells in 𝑑𝑎𝑟𝑟 , and delete the replaced sampled point as needed.
To answer a Mainstream box query with a given box B: First,
we divide B to the largest discrete box fully contained in B, denoted by B𝑠 , and a surplus. We compute the surplus as described in
Section 6.2.1 for each part. Denote the merged result by 𝑠𝑢𝑟𝑝𝑙𝑢𝑠. If
𝑠𝑎𝑚𝑝𝑙𝑒 is sparse, return 𝐷𝐴𝑅𝑄.𝑃𝑟𝑒𝑐𝑖𝑠𝑒𝑄𝑢𝑒𝑟𝑦 (B𝑠 ) + 𝑠𝑢𝑟𝑝𝑙𝑢𝑠. Otherwise, let B𝑎 be the smallest discrete box query that contains B;
return 𝐷𝐴𝑅𝑄.𝑃𝑟𝑒𝑐𝑖𝑠𝑒𝑄𝑢𝑒𝑟𝑦 (B𝑎 ) − 𝑠𝑢𝑟𝑝𝑙𝑢𝑠.
One may ask why a sample is not enough to answer Mainstream
box queries and we need an instance of DARQ as well. If we save
only the sample and construct a range tree from them, then we may
have to rebuild a new range tree upon every update invocation,
which is very expensive. Besides, the search becomes cumbersome
in this case because we search the given box B in the whole sample.
Accuracy wise, we divide the error guarantee 𝜖 between DARQ’s
instance and the 2𝑑 sampling algorithms S instances equally. We
𝜖 allowed error. In scenarios where
configure each instance with 4𝑑
the box B is suitable for Discrete box query or its surplus contains
less than 2𝑑 parts we do not run all the 2𝑑 instances of the sampling
algorithms. In these cases, the expected error is less than 𝜖 overall.

6.3

Proof. As mentioned before, an update operation in MARQ
adds the arriving item 𝑥𝑖 to DARQ and to at most 𝑑𝑎𝑟𝑟 [𝑖] lists for
each dimension. This costs the update operation of 𝐷𝐴𝑅𝑄 ( 𝜖2 ) plus
an addition of 𝑂 (𝑑). Assuming a constant number of dimensions,
the complexity of MARQ update operation is the cost of 𝐷𝐴𝑅𝑄 ( 𝜖2 )
update operation, which is 𝑂 ((𝑙𝑜𝑔𝑑−1 (( 𝜖2 ) −1 )) · P) by Theorem 2.
The best case for serving queries in MARQ is when the range
trees of the samples are valid when they are accessed for computing the surplus with no sketch merging. Here, the query costs a
𝐷𝐴𝑅𝑄 ( 𝜖2 ).𝑄𝑢𝑒𝑟𝑦 operation which is 𝑂 ((log𝑑−1 (𝜃 · ( 𝜖2 ) −1 ) + 1) · Q)
plus the complexity of querying the sample tree of 2𝑑 cells. Each
cell can hold in the worst case the sample size, in case of all the
sampled items reside in one column of a dimension. According to
the query cost of range trees, the additional costs is 𝑑 · 𝑙𝑜𝑔𝑑−1 (𝑠𝑠).
The worst case is when we build the samples’ range trees before
querying them with the relevant ranges. The cost of building the
range trees of the samples is 𝑂 (𝑑 · 𝑠𝑠 · 𝑙𝑜𝑔𝑑−1 (𝑠𝑠)) while querying
them costs 𝑂 (𝑑 ·𝑙𝑜𝑔𝑑−1 (𝑠𝑠)). Overall, this adds 𝑂 (𝑑 ·𝑠𝑠 ·𝑙𝑜𝑔𝑑−1 (𝑠𝑠)).
The actual cost of a MARQ query is between its worst-case
complexity and its best case, as evaluated in Section 7.
□
Theorem 6. MARQ solves multi-dimensional box queries.
Proof Sketch. We need to prove that upon MainstreamQuery(B),
for any box B, MARQ produces an estimation 𝑓c
B that satisfies
𝑓 B ≤ 𝑓c
B ≤ 𝑓 B + 𝑁 𝜖. We can express the Mainstream box query as:

Analysis of MARQ

Denote A (𝜖) the space consumed by an 𝜖 · 𝑁 accurate sketch, by P
the update time of sketch and by Q the sketch’s query time. We configure DARQ with an error of 𝜖2 . Let S be the sampling algorithm,
𝜖 ) be the sample size as explained in section 6.2.2.
and 𝑠𝑎𝑚𝑝𝑙𝑒𝑠𝑖𝑧𝑒 ( 4𝑑
𝜖 ) for the
To reduce clutter, we use the notation 𝑠𝑠 = 𝑠𝑎𝑚𝑝𝑙𝑒𝑠𝑖𝑧𝑒 ( 4𝑑
samples size in the complexity analysis.

𝑓 B = 𝑓𝑑𝑖𝑠𝑐𝑟𝑒𝑡𝑒 B +

A ( log(𝜃 ( 𝜖 ) −1 ) ) + A ( 𝜖2 )) + 𝑂 (𝑑
2

𝑓c
B ≜ 𝐷𝐴𝑅𝑄 ⌈(𝜖/2) ⌉ .Query ( B) +

A ( log(𝜃 ( 𝜖 ) −1 ) ) +

2𝑑
Õ

S.Query (𝑝𝑎𝑟𝑡𝑖 ).

(2)

𝑖=1

· 𝑠𝑠) space where 𝑑 is the dimensions

𝜖 ) upon 𝑄𝑢𝑒𝑟𝑦 (𝑥) produces estimaThat is, we assume that S( 4𝑑
tion 𝑓
S (𝑥) that satisfies:

𝜖
𝑓S (𝑥 ) ≤ 
𝑓S (𝑥) ≤ 𝑓S (𝑥 ) + 𝑁
4𝑑

Proof. The above follows immediately from the fact that MARQ
uses an instance of 𝐷𝐴𝑅𝑄 ( 𝜖2 ). Hence, the first part, 𝑂 (( 𝜖2 ) −𝑑 +
A ( 𝜖2 )),

𝑖

The algorithm uses an instance of 𝐷𝐴𝑅𝑄 ( 𝜖2 ) for the Discrete
part and 2𝑑 samples queries for the surplus in 𝑑 dimensional dataset.
𝜖 ) to guarantees an error of 𝜖 .
Configure the sample algorithm, S( 4𝑑
2

number and 𝜃 is the ratio core blocks to overall blocks.

𝜖
2

(1)

𝑓 S𝐻𝑝𝑎𝑟𝑡

𝑖=1

Theorem 4. When employing DARQ, MARQ requires 𝑂 (( 𝜖2 ) −𝑑 +
𝜖
2

2𝑑
Õ

𝐷𝐴𝑅𝑄 ( 𝜖2 )

Also, we prove in Theorem 3 that
dimensional box queries for 𝜖2 which means:

is the space complexity consumed by

(3)

solves the multi-

𝜖
𝑓𝑑𝑖𝑠𝑐𝑟𝑒𝑡𝑒 B ≤ 𝐷𝐴𝑅𝑄 l 𝜖 m .Query ( B) ≤ 𝑓𝑑𝑖𝑠𝑐𝑟𝑒𝑡𝑒 B + 𝑁
2
2

2

𝐷𝐴𝑅𝑄 ( 𝜖2 ) as proved in Theorem 1.
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Plugging (3) in (4) and (2), we get:
Í2𝑑


𝑓B ≤ 𝑓𝑑𝑖𝑠𝑐𝑟𝑒𝑡𝑒 B + 𝑁 𝜖2 + 𝑖=1
(𝑓S𝐻
+𝑁
c

𝑝𝑎𝑟𝑡𝑖
Í
2𝑑
c

 𝑓B ≥ 𝑓𝑑𝑖𝑠𝑐𝑟𝑒𝑡𝑒 B + 𝑖=1 𝑓S𝐻𝑝𝑎𝑟𝑡 .
𝑖


in Theorems 1 and 4. Figure 7 shows the space consumed by these
algorithms as a function of 𝜖, range, and the number of dimensions.
Let A (𝜖) be the sketch space cost to offer 𝜖 · 𝑁 accuracy. MDSketch maintains 𝑙𝑜𝑔𝑑 𝑀 sketches, with each sketch configured for
error 𝑙𝑜𝑔𝜖𝑑 𝑀 so that the overall accuracy of the box query is 𝜖𝑁 .
As seen in Figure 7a (for 𝑑 = 3), the smaller 𝜖 gets, the algorithms consume more space. We evaluate the space consumption of
MDSketch for two ranges, a small one (256) and a large one (100𝐾).
Our algorithms are more efficient than 𝐷𝑅𝑅𝐶 for all 𝜖 values while
𝐷𝑅𝑅𝐶 is more efficient than MDSketch with the large range. For
𝜖 values till 2−4 , MDSketch consumes more space than our algorithms in both ranges. For smaller values, MDSketch still consumes
more space than our algorithms with the large range, but it is more
efficient than MARQ for small ranges, while C-DARQ is the lightest
algorithm. The space consumption by C-DARQ is very close to
DARQ since it only adds a single sketch.
Figure 7b shows the space consumption as a function of the range
with 𝜖 = 2−3 and 𝑑 = 3. As shown, the space of our algorithms
and 𝐷𝑅𝑅𝐶 are independent of the range size, since our algorithms
break every dimension to 𝜖 −1 sections regardless the range of each
dimension. In contrast, the space consumed by MDSketch depends
on the range, 𝑀, of each dimension as it maintains 𝑙𝑜𝑔𝑑 𝑀 sketches.
Figure 7c shows the space consumption as a function of the number of dimensions with 𝜖 = 2−3 and 𝑟𝑎𝑛𝑔𝑒 = 256. As expected, the
algorithms’ space consumption grows with the number of dimensions. The figure shows that in one-dimension, 𝐷𝑅𝑅𝐶 consumes
less space than our algorithms. With 2 dimensions case, 𝐷𝑅𝑅𝐶 is
more efficient than MARQ but it consumes more space than CDARQ and DARQ. From 3 dimensions and above, our algorithms
are more space efficient than the competitors.
The graph includes two implementations of MARQ, namely
𝑀𝑅𝑄𝑛, which computes the surplus by scanning the samples of the
relevant cells in each array and 𝑀𝑅𝑄𝑡, which first builds a range
tree from the samples (if needed), then queries these trees. In both
cases MARQ consumes more space than the variants algorithms,
C-DARQ and DARQ, that solve discrete box queries. For the MARQ
variants, as 𝜖 decreases, the sample size increases, and it becomes
the main space overhead relatively to the trees we maintain in
𝑀𝑅𝑄𝑡. Accordingly, for small 𝜖 values, 𝑀𝑅𝑄𝑡 and 𝑀𝑅𝑄𝑛 consume
nearly the same amount of space. For big 𝜖 values, 𝑀𝑅𝑄𝑡 consumes
more space than 𝑀𝑅𝑄𝑛 because it maintains additional range trees.

𝜖
4𝑑 )

𝜖 Í2𝑑
𝜖
According to (1) we get: 𝑓 B ≤ 𝑓c
B ≤ 𝑓 B + 𝑁 2 + 𝑖=1 𝑁 4𝑑 , that
is, 𝑓 B ≤ 𝑓c
□
B ≤ 𝑓B + 𝑁 𝜖

7

EVALUATION

Datasets and Methodology. We developed a C++ prototype for
C-DARQ, DARQ and MARQ. The algorithms are implemented using
Range Tree as a building block which were also implemented by us.
MARQ employs reservoir sampling [29] as its sampling algorithm.
In our experiments, we consider box counting problem as well
as box-frequency (as the 𝑓 function). We evaluated the speed of
executing query and update operations while varying number of
dimensions (𝑑 = 1, 2, 3, 4, 6, 8), memory requirements, as well as
the empirical error. For query speed comparison, we use random
intervals (start and end points) for each dimension. As a baseline,
we compare our algorithms to MDSketch [11] and to 𝐷𝑅𝑅𝐶, the
most relevant algorithm among the ones proposed in [25] (the
others either make 𝑑 passes over the stream or are randomized).
The comparison to 𝐷𝑅𝑅𝐶 was performed only in terms of space
consumption since [25] is a purely theoretic work with no actual
implementation. As mentioned before, for [11] and [25] the only
available 𝑓 function is the counting problem.
The evaluation was carried on an Intel(R) 3.20GHz Xeon(R) CPU
E5-2667 v4 running Linux with kernel 4.4.0-71. Each data point in
all runtime measurements is shown as a 95% confidence interval of
10 runs and the graphs are shown in logarithmic scale.
We use two datasets for the empirical evaluation, a synthetic
dataset and a Facebook dataset from Kaggle [1]. In the Facebook
(Kaggle) dataset, each data point includes 15 attributes. For generating the synthetic dataset, given 𝜃 , we choose dimensions number
(𝑑) and random core block boundaries, then generate random points
with 𝑑 attributes such that 𝜃 of the points are in the core blocks.

7.1

Dimensions Number Comparison

We first study the sensitivity of query and update operations to the
number of dimensions. Figure 6 shows update and query runtime
of C-DARQ and MDSketch over the Facebook dataset while varying the dimensions 𝑑 = 1, 2, 3, 4, 6, 8 as a function of the accuracy
guarantee 𝜖. We managed to run MDSketch only up 𝑑 = 4 due to
its high memory consumption (see section 7.2). We did not include
DARQ and MARQ here to keep the graph readable and since it is
based on C-DARQ. We configured MDSketch to an attribute range
of 512 in all dimensions. The range is small in order to soften the
performance gap between C-DARQ and MDSketch. As expected,
adding dimensions to the dataset degrades performance by a logarithmic factor in both algorithms. As shown, the runtime difference
grows with the number of dimensions.

7.2

7.3

Update Speed Comparison

Figure 8 compares the algorithms over a 2-dimension dataset.
Effect of 𝜖 on Update Time. Figure 8a compares the update
speed as a function of 𝜖 over the Facebook dataset. An 𝑈 𝑝𝑑𝑎𝑡𝑒 (𝑥)
in C-DARQ and DARQ computes the block number for item 𝑥
belonging to a hot area by searching it in the range tree and updates
Tree-Sketch. As 𝜖 decreases, we have more blocks, since the number
of blocks is 𝜖1 in each dimension. Thus, the search time in the
range tree becomes slower. As mentioned, 𝑈 𝑝𝑑𝑎𝑡𝑒 (𝑥) of MARQ
uses an instance of DARQ and activates the sampling algorithm.
If the sampling algorithm decides to save 𝑥, MARQ saves it in
the relevant cells in 𝑑𝑎𝑟𝑟 and deletes the replaced sampled point if
needed. Sampling costs 𝑂 (1) operations. The instance of C-DARQ is
𝜖 error, which explains why MARQ updates
configured with an 2𝑑+1

Memory Consumption Comparison

We compare our algorithms space complexity with 𝐷𝑅𝑅𝐶 and MDSketch. 𝐷𝑅𝑅𝐶 answers counting queries and consumes 𝑂 (𝜖 −𝑑 𝑙𝑜𝑔(𝜖𝑁 ))
space. C-DARQ, DARQ and MARQ consume less space as proved
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(a) Update

(b) Query

Figure 6: Throughput of C-DARQ and MDSketch as a function of the accuracy guarantee (𝜖) in dimensions (1, 2, 3, 4, 6, 8) with
attributes range of 512 over the Facebook dataset. We could not run MDSketch with more than 4 dimensions due to its high
memory requirements.

(a) Accuracy Guarantee

(b) Range

(c) Dimensions

Figure 7: Space Comparison (a) as a function of the accuracy guarantee (𝜖), where the number of the dimensions is 3, we have
two instances of MDSketch, one with big range and one with small one (b) as a function of the range where the the number of
the dimensions is 3 and 𝜖 = 2−3 (c) as a function of number of the dimensions where the range is fixed size 256 and 𝜖 = 2−3
are slower than C-DARQ updates. The update time of MDSketch is
unaffected by 𝜖 since it is translated to 𝑙𝑜𝑔𝑑 𝑀 updates to Count-Min
Sketch whose cost is 𝑂 (𝑙𝑜𝑔( 𝛿1 )) (independent of 𝜖). As can be seen,
even MARQ processes items 4 − 11 times faster than MDSketch in
small ranges, and it is even more efficient in larger ranges.

As shown, C-DARQ and DARQ are faster than MARQ since
MARQ uses an instance of DARQ configured with a smaller 𝜖 and
performs additional operation on the sampled items. In C-DARQ
and DARQ algorithms, for decreasing 𝜖 values, the blocks number
increases, so the search time of the range tree, which is based on the
number of blocks increases. Consequently, box queries are slower.
Given box B, MARQ queries the instance of DARQ with a smaller
Discrete box and then computes the surplus from the samples.
MARQ is slower than C-DARQ and DARQ because it performs
additional computations of the surplus and the instance of DARQ is
configured with smaller 𝜖. Again, the query performance of MDSketch is not affected by 𝜖 as explained before. MDSketch answers
queries very inefficiently compared to our algorithms.

Effect of Range Size on Update Time. Figure 8b runs over a
2-dimension synthetic dataset (𝜃 = 0.5). As mentioned and echoed
in Figure 8b, our algorithms are insensitive to each dimension’s
range. In contrast, MDSketch gets slower as the range 𝑀 increases
as it needs to update 𝑂 (𝑙𝑜𝑔𝑑 𝑀) sketches for each update operation.

7.4

Query Speed Comparison

Effect of 𝜖 on Query Time. Figure 8c compares the query speed
as a function of 𝜖 over the Facebook dataset. We run queries on
random start and end points for each dimension.

Effect of Range Size on Query Time. Figure 8d runs over a
2-dimension synthetic dataset (𝜃 = 0.5). It shows that query performance of C-DARQ is similar to DARQ as they both execute the
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8.2

same steps in query operation. We can see also that their query
performance is insensitive to the range size as explained before.
In contrast, MARQ maintains a sample in each dimension’s array,
so as the range increases, MARQ gets slower as it needs to maintain more samples per cell in each dimension. MDSketch also gets
slower as the range gets bigger because it needs to query 𝑙𝑜𝑔𝑑 𝑀
sketches, where 𝑀 is the range size. Our algorithms are orders of
magnitudes better than MDSketch, also in this case.

7.5

Root-Mean-Square Error Comparison

We now explore the relationship between the empirical Root Mean
Square Error (RMSE) and the required memory using a synthetic 2dimensions dataset (𝜃 = 0.5). We measured RMSE for the counting
problem due to MDSketch’s limited capabilities.
To measure RMSE, we record the entire tested stream, and based
on it, for every box query, we calculate the exact answer. Figure 9b
shows the empirical RMSE. In C-DARQ to get an error in a block’s
counter, more than 264 items should be in that block, and we could
not get to this case due to memory limitations. DARQ uses BlockSketch which causes some error relatively to C-DARQ. Yet in MARQ,
the sampling algorithm is another source of error. In MDSketch,
the error comes from the Count-Min Sketch error. As shown in
Figure 9b, the error of MDSketch is higher than our algorithms and
the observed error is lower than the user-selected value of 𝜖.

7.6

Supporting Dynamic Attributes Ranges

To support dynamic attributes ranges, we can add a warm-up stage
before the algorithm’s run to learn the dimension bounds and then
start the actual execution of the algorithm. Additionally, we can
maintain as estimate for the frequency of significant items whose
attributes values are beyond the current ranges. This can be done
by any known algorithm, e.g., Space Saving [22], aka SS. In this
case, we modify DARQ so that during 𝑈 𝑝𝑑𝑎𝑡𝑒 (𝑥), if 𝑥 is not in the
known ranges, we add it to SS. Whenever an item’s value in SS
reaches a defined threshold, we fix the range of the attributes by
inserting new nodes to the range trees of DARQ if needed. This
operation may lead to re-balancing the range tree through a tree
rotation operation. We assume that this does not occur frequently
so it can be amortized and the overall complexity are not affected.

9

DISCUSSION

All three algorithms we proposed here are based on the idea of dividing each axis into blocks of fixed sizes depending on the promised
error. The algorithms maintain sketches to track the data that computes a compact summary within different kinds of areas according
to the function 𝑓 we need to approximate. Then, we examined
clustered areas and proposed the idea of building a range tree from
these blocks to accelerate range search time.
We evaluated our algorithms over synthetic and Facebook datasets
in multiple dimensions (1, 2, 3, 4, 6, 8). All algorithms, C-DARQ, DARQ
and MARQ, are more space efficient, in dimensions 3 and above,
than MDSketch [11] and 𝐷𝑅𝑅𝐶 [25], the previously known solutions for box queries. Our algorithms are faster than prior work.
In particular, our algorithms can sustain a throughput of hundreds of thousands of updates per second (or more) when 𝑑 = 4
1 or 𝑑 = 3 and 𝜖 = 1 , making them viable for many
and 𝜖 = 100
1000
applications. We also suggested extensions to our algorithms for
sliding windows and supporting dynamic attributes ranges.

Further Studying Our Algorithms

We now explore the impact of the size of out-of-core blocks on CDARQ. We ran on 4-dimension synthetic dataset. Figure 9a studies
the effect of the ratio of out of core blocks in C-DARQ as a function
of 𝜖 on update performance. We only consider C-DARQ, since DARQ
and MARQ are based on C-DARQ. As shown, bigger ratio of out
of core blocks have better performance since for arrivals in out of
core blocks we only update only Cold-Sketch instead of updating
Tree-Sketch on every level of the relevant range tree.
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8 EXTENSIONS AND APPLICATIONS
8.1 The Sliding Window Model
The sliding window model [15] considers only a window of the most
recent items in the stream, while older ones are not considered in
the result. This model was studied, e.g., in [3, 6, 15, 18, 24]. To
support the sliding window model in the counting problem, we
consider C-DARQ data structures and replace each sketch with
an instance of a sliding window sketch for the counting problem,
denoted by SCold-Sketch and STree-Sketch as illustrated in Figure 10.
One primary requirement is that SCold-Sketch and STree-Sketch
should be a sliding window protocol adjusted to time series rather
than items based windows, as not all cells get new elements at the
same rate [19]. Adding an item 𝑥 to the structure is analogous to the
case of the regular C-DARQ algorithm. To query box B, we query
both SCold-Sketch and STree-Sketch and then merge the results.
Recall that MARQ relies on a DARQ’s instance plus a sampling
algorithm. To support sliding windows in MARQ, we adopt DARQ
to the sliding window model as explained before. We also replace
the sampling mechanism with a sampling algorithm instance from
a sliding window such as [8].
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